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TREASURY’S FORECASTING PERFORMANCE 

Introduction 

This report is part of a periodic process of reviewing the performance of forecasting in 
The Treasury.  It updates the data and analysis presented in similar reports in recent 
years and provides some additional commentary as necessary.  Previous reports, for 
2003, 2004 and 2005, can be found at http://www.treasury.govt.nz/publications/ 
informationreleases/forecastingperformance/reviews and a commentary on forecast 
performance was published in the 2006 Half-Year Economic and Fiscal Update. 
 
At a glance 
 
Compared to previous reports: 

• Average errors for tax forecasts have reduced. 

• Average forecast errors for macroeconomic variables are about the same.  There 
has been some reduction in average forecast errors for the shorter-horizon 
forecasts, but a slight increase at the longer horizons. 

• The Treasury’s economic forecasts compare more-favourably with others’ 
forecasts. 

We have also found that: 

• Longer-term inflation forecasts and current-year half-year update forecasts of tax 
receipts were persistently too low in the period under examination. 

• The accuracy of the Treasury’s tax forecasts is comparable to that of similar 
forecasters in Canada, Australia and the United Kingdom. 

The Treasury has taken or is taking steps to improve further its forecasts, including 
introducing technical enhancements and devoting further resources to analysing data. 
 
 
Key Results 

Economic forecasts 

• Average errors for current-year forecasts of real GDP growth and CPI inflation 
are lower than in the last report.  For example, the current-year root mean square 
error (RMSE) for real GDP growth has narrowed from 1.0 to 0.9 and the 
corresponding RMSE for CPI inflation has reduced from 0.7 to 0.6.  However, 
average errors for forecasts of longer horizons for these two statistics have 
increased over the last few years. 
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• Average errors for nominal GDP growth forecasts of all horizons are either the 
same as, or slightly lower than, in the last report, e.g. the RMSE for one-year-
ahead Budget forecasts has reduced from 2.6 to 2.4. 

• Ideally, we would like our economic forecasts to be neither persistently too high 
nor persistently too low.  If they are persistently too low or too high, then we say 
that they are biased.  We applied a statistical test to the average forecasting 
errors for GDP growth (real and nominal, March years) and CPI inflation (annual 
percentage change, March quarter) to determine whether or not these forecasts 
are biased.  We found that forecasts of real and nominal GDP over all forecast 
horizons, and forecasts of CPI inflation of up to two years ahead, appear to be 
neither too high nor too low.  However, there was evidence to suggest that CPI 
inflation forecasts of more than two years ahead tended to be too low.  The 
period of analysis included forecasts made up to three years in advance of 
March-year actuals from 1990 through to 2008. 

• Even if forecasts are not biased, the forecast errors may still be serially-
correlated. This means that a forecast that is too low (or too high) in one year 
increases the likelihood of the forecast being too low (or too high) in the following 
year.  If forecast errors are serially-correlated, then there will be runs of solely 
positive or solely negative forecast errors for several years in a row.  Obviously, 
this is not a desirable quality for a forecasting model or process to have as we 
would prefer forecasting errors to be more-or-less balanced around a long-term 
mean error of zero.  There was evidence of serial correlation of forecast errors for 
current-year half-year update forecasts of CPI inflation. 

• We compared the performance of the Treasury’s economic forecasts with that of 
other economic forecasters in New Zealand.  An earlier report found that the 
Treasury’s forecasts were around the middle of the pack in terms of their 
accuracy.  Using more recent data, we found that the Treasury’s economic 
forecasts over the period 2000 to 20081 were among the best available to 
Ministers at the time of forecast publication. 

Tax forecasts 

• Average errors for tax revenue and receipts forecasts are all smaller than in the 
last report, e.g. the RMSE for one-year-ahead Budget forecasts of tax revenue 
has reduced from 3.6% to 3.1%. This may indicate that the forecasting of these 
fiscal aggregates has improved over the last few years. 

• We applied the same test for statistical bias to forecasts of tax revenue and tax 
receipts. There was evidence to suggest that current-year half-year update 
forecasts of tax receipts tended to be too low.  Forecasts over all other horizons 
of tax receipts and forecasts of tax revenue appeared to be neither too high nor 
too low.  The period of analysis covered forecasts made from 19942 to 2008 for 
forecast horizons of up to four years ahead.  The latest outturn available was for 
the year ended June 2008. 

• There was some evidence of serial correlation in the forecast errors for tax 
revenue and tax receipts, typically in the longer-horizon forecasts.  This was 

                                                 
1  Real GDP growth and CPI inflation forecasts for calendar years 2000 to 2008. 
2  1990 for Budget Update forecasts of tax receipts. 
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manifest by a series of under-forecasts stretching from the 1998 December 
Update to the 2007 Budget Update. 

• The performance of the New Zealand Treasury’s tax forecasts was comparable 
to that of similar agencies in other countries, being slightly better than Canada’s, 
about the same as Australia’s and slightly worse than the United Kingdom’s.  
Similar to the New Zealand Treasury’s experience, Australian and Canadian 
forecasters also experienced long periods of under-forecasting within the last 
decade, reflecting the unusual strength of the respective economies during much 
of the period. 

Actions 

Despite comparing favourably with other forecasters within New Zealand and being 
comparable to other foreign forecasters, the Treasury is not satisfied with its recent 
forecast performance.  Research has been carried out and changes made to 
procedures and processes in an effort to improve the quality of forecasts. 

• In late 2005, the Treasury commissioned Ulf Schoefisch to conduct a study of its 
tax forecasting practices.  Mr Schoefisch made a number of recommendations, 
including continuing research on taxpayer behaviour and linkages between tax 
revenue and the economy, making better use of statistical software and 
forecasting models, amalgamating the tax and macroeconomic forecasting 
teams, ensuring that sufficient resources are devoted to tax forecasting, working 
more closely with Inland Revenue forecasters, and benchmarking performance 
against similar jurisdictions such as the UK, Australia and Canada.  All of these 
recommendations have been implemented. 

• Ever since the 2006 Half-Year Economic and Fiscal Update, the Treasury has 
used the New Zealand Treasury Model (NZTM) as its central macroeconomic 
forecasting tool, instead of running it in parallel with other forecasting processes.  
Using this model ensures that forecasts of separate elements of the economic 
forecast are consistent with each other and it also greatly reduces the time 
required to produce a macroeconomic forecast. 

• In March 2007, the Treasury published a working paper “An analysis of tax 
revenue forecast errors” (http://www.treasury.govt.nz/publications/research-
policy/wp/2007/07-02/). This paper separated the tax forecasting errors into a 
macroeconomic component and a tax modelling component.  The paper found 
that macroeconomic forecast errors contributed most of the statistical bias in the 
tax forecast errors3 and the tax models contributed most of the volatility in the tax 
forecast errors. 

• In mid-2007, Mr Schoefisch reviewed the Treasury’s use of NZTM. Mr Schoefisch 
recommended that the Treasury conduct regular evaluation of NZTM’s 
forecasting performance and refine it in the light of such reviews, establish 
rigorous processes for monitoring the consistency of judgements in NZTM over 
time, continue to invest in alternative models and methodologies, and ensure 

                                                 
3  Treasury working paper WP07/02 compared forecasts of nominal GDP growth with the latest-

known actual result for GDP growth, whereas the analysis in this report compares forecasts of 
nominal GDP growth with the initial release of GDP growth. This is the main reason why the 
working paper found that macroeconomic forecast errors contributed to statistical bias in the tax 
forecasts, but the analysis in this report shows no evidence of bias in the GDP forecasts. 
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adequate staffing and skills for forecasting and modelling activities.  The Treasury 
is doing or will be doing all of these things. 

• More recently, the Treasury has increased its attention to monitoring the 
international economy and is engaging with a wider range of international 
forecasters, given the importance of the international outlook for New Zealand. 

Further research and development work is either planned to take place in the near 
future or is already underway. 

• The Treasury has devoted further resources to understanding the economy and 
tax data, e.g. the terms of trade, tax losses. 

• The Treasury continues to introduce technical enhancements to economic and 
tax forecasting, as recommended by the recent external reviews, e.g. developing 
better tax forecasting models based on the decomposition of past errors. 

How can we analyse forecast performance? 

Essentially, there are two desirable properties that we would like the forecasts to have. 
We would like the average forecast errors, i.e. the difference between the actual 
outcomes and the forecasts, to be zero, which would indicate that, on average, the 
forecasts are neither too low nor too high.  We would also like the variance of the 
forecast errors to be as small as possible, which would indicate that, on average, the 
forecasts stay within some relatively small distance of the actual outcomes. 
 
To test the first property, we examine the average of the forecast errors over time and 
test if this average is ‘significantly different’ from zero.  If so, we conclude that a 
particular forecast is biased, tending to be either too high or too low, on average. If the 
average is not significantly different from zero, then we conclude that we do not have 
enough evidence to conclude that the forecast is biased, which is not quite the same as 
saying that the forecast is unbiased. 
 
To test the second property, we examine the root mean square error (RMSE), which is 
a measure of the average magnitude of the errors, regardless of whether a particular 
forecast was too low or too high.  The measures used are described in this report’s 
annex. 
 
Caveats 

The analysis covered the period 19894 to 2008 (March years) for the economic 
forecasts, and 19945 to 2008 (June years) for the tax forecasts, being the periods for 
which we had reliable historical forecast data.  This yielded relatively small samples of 
observations and so we were unable to get precise estimates of the mean forecasting 
errors. 
 
Some of the analysis suggested that there may be correlation of forecasting errors over 
time, i.e. there were runs of persistent under-forecasting or over-forecasting, indicating 
that a positive (or negative) forecasting error in one year may increase the likelihood of 

                                                 
4  1990 for the forecasts of nominal GDP. 
5  1990 for Budget Update forecasts of tax receipts. 
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a positive (or negative) forecasting error in the following year.  Although we tested for 
correlation of forecasting errors using a Durbin-Watson test6, the reliability of this test 
was hampered by the small sample size. 
 
Because of these two problems caused by the relatively short data series, it is difficult 
to draw strong conclusions from the analysis. 
 
A key qualification to the Treasury’s forecasts is that they may not necessarily capture 
all information relevant to future economic and fiscal outcomes.  For instance, the tax 
forecasts were based on existing tax law and decisions made by Cabinet at the time of 
forecasting, and did not take into account any other possible changes to tax law in the 
future.  Where possible and appropriate, the tax forecasts used in this analysis were 
adjusted for changes in tax law that occurred after the forecasts were compiled.  
However, these adjustments are subjective and unlikely to be perfect, which will have a 
detrimental effect on the validity of this analysis7. 
 
It is also important to realise that the forecasting models and methods have changed 
over time as forecasting science and technology have advanced.  We now have more 
sophisticated forecasting techniques than we did ten years ago, and desktop 
computing power has also increased dramatically.  Thus, we are not testing the 
performance of a particular forecasting model, but of an evolving forecast process.  
This will have had some effect on the forecasting errors, but we are unable to quantify 
any such effects. 
 
The analysis is restricted to forecast performance and does not consider any policy 
implications. 
 

                                                 
6  The Durbin-Watson statistic is, in this case, a measure of the average relative difference between 

successive forecast errors. A low value for the D-W statistic indicates that successive forecast 
errors are quite close to each other and may therefore be correlated. 

7  In some cases, these adjustments were very large, e.g. in the order of $2 billion per annum for 
personal tax cuts. If the estimation of these tax policy effects were out by just 10%, for instance, 
then errors in the adjustments could run into the hundreds of millions of dollars. 
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Analysis of the Economic Forecasts 

The Treasury forecasts a large number of economic parameters at each forecasting 
round.  Usually, there are two forecast updates published each year: 
 
• a Budget forecast released in May or June as part of the Government’s Budget 

process, and 
 
• a half-yearly forecast update, known as the Half-year Economic and Fiscal 

Update (HYEFU), usually released in December. 
 
Below, we present forecast summary statistics for real GDP growth, CPI inflation and 
nominal GDP growth.  We analysed the forecast errors of these three parameters as 
these are the key measures of output and inflation and they collectively have the most 
bearing on forecasts of the Crown’s fiscal aggregates. 
 
We analysed the forecasts by grouping together forecasts that have similar forecast 
horizons, i.e. current-year HYEFUs (i.e. HYEFUs produced within one year of the 
outcome being forecast), current-year Budgets (i.e. Budget forecasts produced within 
one year of the outcome being forecast), one-year-ahead HYEFUs (i.e. HYEFUs 
produced more than one year, but less than two years, before the outcome being 
forecast), one-year-ahead Budgets and so on.  Forecasts of economic parameters 
prepared three or more years in advance of the outturn were not analysed owing to 
insufficient data (too few forecasts to analyse). 
 
As with all such tables in this report, forecast errors were calculated as the actual result 
less the forecast result.  Thus, a positive value for mean error indicates that the actual 
results were, on average, higher than the forecast result or, in other words, a positive 
value for mean error indicates that the forecasts were too low.  We conducted further 
testing of the mean errors to determine if they were significantly different from zero.  
Mean errors that were significantly different from zero are marked with an asterisk (*) in 
the summary tables.  If the mean errors are found to be not significantly different from 
zero, then we cannot conclude that the forecasts are persistently too high or low. 
 
In general, we found that: 
 
• Root mean square errors (RMSEs) were little changed from those of the last 

forecast performance report.  Some of the RMSEs for the shorter-horizon 
forecast errors have decreased, but have increased for some of the longer-
horizon forecasts. 

 
• Testing of the mean errors for CPI inflation forecasts with forecast horizons of two 

years or more indicated that these forecasts were persistently too low.  In the last 
report, the corresponding forecasts were not analysed owing to insufficient data. 

 
Outturns of economic aggregates are subject to revision, i.e. at subsequent data 
releases, Statistics New Zealand may revise values of previously-released data as 
more information about a particular economic aggregate comes to hand.  For forecasts 
of economic parameters, we compared the forecasts with the initial outturn. 
 
Note that it is possible to have a non-zero RMSE even if the mean error is zero.  This is 
because, when calculating the mean error, positive and negative errors can cancel 
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each other out, something that cannot happen when calculating the RMSE, which is 
effectively a measure of the average error disregarding the sign of each individual 
error. 
 
Table 1 – Performance measures of the Treasury’s forecasts of average annual 

percentage change in GDP in constant prices (i.e. real GDP growth),  
1989 to 20078,9 

 
Average Root mean
forecast Mean error square error

Update horizon (ME) (RMSE)

Two-year-ahead Budgets 35 mths 0.0 1.8

Two-year-ahead HYEFUs 29 mths 0.0 1.6

One-year-ahead Budgets 23 mths -0.4 2.1

One-year-ahead HYEFUs 17 mths -0.1 2.2

Current year Budgets 11 mths 0.0 1.5

Current year HYEFUs 5 mths 0.2 0.9  
 
For all forecast horizons, the mean errors for the forecasts of GDP growth were found 
to be not significantly different from zero, so we cannot state with any certainty that the 
forecasts were too high or too low.  The root mean square errors are similar in 
magnitude to the RMSEs of the previous report. 
 
Table 2 – Performance measures of the Treasury’s forecasts of CPI inflation,  

1989 to 2007 
 

Average Root mean
forecast Mean error square error

Update horizon (ME) (RMSE)

Two-year-ahead Budgets 35 mths 0.5* 1.0

Two-year-ahead HYEFUs 29 mths 0.6* 1.0

One-year-ahead Budgets 23 mths 0.4 1.1

One-year-ahead HYEFUs 17 mths 0.2 1.3

Current year Budgets 11 mths 0.2 1.0

Current year HYEFUs 5 mths -0.3 0.6  
 
Mean errors for the two-year-ahead forecasts were found to be significantly different 
from zero at the five percent significance level.  This leads us to conclude that 
forecasts of CPI inflation prepared between 24 and 36 months ahead of the outcome 
tended to be too low over the 1989 to 2007 period.  At other forecast horizons, there is 
insufficient evidence to determine whether or not the forecasts were too low  
(or too high).  The RMSEs are slightly higher than in the previous reports, suggesting 
that volatility in CPI inflation forecast errors has increased over the past two years. 
 

                                                 
8  Forecast errors are presented as actual percentage change less forecast percentage change. 

Thus, the forecast errors may be interpreted as percentage point errors rather than relative errors. 
9  The latest forecast used in this analysis was the 2007 HYEFU forecast of March 2008 GDP growth. 
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Table 3 – Performance measures of the Treasury’s forecasts of average annual 
percentage change in GDP in current prices (i.e. nominal GDP growth), 
1990 to 2007 

 
Average Root mean
forecast Mean error square error

Update horizon (ME) (RMSE)

Two-year-ahead Budgets 35 mths 0.1 2.0

Two-year-ahead HYEFUs 29 mths 0.3 2.0

One-year-ahead Budgets 23 mths -0.2 2.4

One-year-ahead HYEFUs 17 mths -0.1 2.7

Current year Budgets 11 mths 0.0 1.8

Current year HYEFUs 5 mths 0.0 1.1  
 
Over all forecast horizons, mean errors were not significantly different from zero, so we 
cannot conclude that any of these forecasts were persistently too low or too high.  The 
RMSEs for the one-year-ahead forecasts (both Budget and HYEFUs) have decreased 
over the last two years, which indicates that the accuracy of these forecasts may have 
improved recently. 
 
We also tested for serial correlation in the forecast errors of these parameters.  If the 
forecast errors are serially correlated, then this means that an under/over-forecast in 
one year increases the probability of an under/over-forecast in the following year.  This 
will be manifested by long sequences of either solely positive or solely negative 
forecast errors.  Since we have relatively few data points, just 17 at the most for any 
particular forecast horizon, we will not observe particularly long sequences of either 
positive or negative forecast errors for any of these three parameters.  Thus the results 
of any tests for serial correlation in the forecast errors must be regarded with some 
scepticism. 
 
Applying a Durbin-Watson test to the forecast errors for these three macroeconomic 
parameters revealed a suggestion of serial correlation in the forecast errors for the 
current-year HYEFU forecasts of CPI inflation.  This can be seen in Figure 1, where 
there are clumps of positive and negative forecast errors. 
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Figure 1 – Forecast errors of current-year half-year update forecasts of CPI inflation 
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However, these clumps of errors of the same sign are not particularly long, which 
indicates that serial correlation may not be a significant problem for the forecasts of 
CPI inflation. 
 
There was no evidence of serial correlation in forecast errors of CPI inflation at any 
other forecast horizon.  Neither was there evidence of serial correlation in forecast 
errors of real or nominal GDP growth forecasts at any forecast horizon.  Nominal GDP 
(and its components) is the key variable for producing accurate tax forecasts, as taxes 
are levied on nominal incomes and expenditure. 
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Comparison with other forecasters 
 
In mid-2006, the Treasury published “Treasury’s Forecasting Performance: A Head-to-
Head Comparison” (see http://www.treasury.govt.nz/publications/research-policy/wp/2006/06-
10/).  This paper compared the performance of the Treasury’s macroeconomic 
forecasters with that of other local forecasters producing forecasts of the New Zealand 
economy. 
 
This paper found that: 
 
• Treasury’s forecasts for real GDP growth ranked seventh out of sixteen, 

considered across all evaluation periods from 1996 to 2005; 
 

• Consistent with international studies, no single forecaster outperformed the 
consensus (average) forecast;  

 
• Excluding consensus forecasts10, Treasury’s GDP forecast performance was in 

the top half of the rankings; and 
 

• When evaluating only current year Budget forecasts, Treasury’s ranking was 
fourth out of sixteen and it was bettered by only one other individual forecaster. 

 
With three more years of data available, we updated this comparison for the 2000 to 
2008 calendar years.  The results of the comparison are summarised in Tables 4 and 
5.  The accuracy of the Treasury’s forecasts was compared against the current 
forecasts of other forecasters at the time the Treasury forecasts were finalised.  In this 
way, we are determining how the Treasury’s forecasts rated against all forecasts that 
were available to Ministers at the time they used those forecasts to inform their 
decision making.  The other forecasters, in alphabetical order, are: 
 
• ANZ National 
• BNZ 
• Deutsche Bank 
• First NZ Capital 
• UBS 
• Westpac 
 
and the forecasting groups are: 
 
• BERL 
• IMF 
• Infometrics 
• NZIER 
• OECD 
• Reserve Bank of New Zealand. 
 
This is not the same order as that used in the following tables. 

                                                 
10  A combination of major New Zealand economic forecasters’ (trading banks, Reserve Bank, 

merchant banks and private economic consultants/forecasters), IMF and OECD results. 
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Table 4 – Forecast performance across all forecast horizons, December years 2000 

to 2008, for real GDP growth 
 
 Rank by average relative ranking Rank by RMSE 

 Avg relative rank Rank RMSE Rank 

Forecaster 1 7.8 8 1.12 4 
Forecaster 2 6.3 1 1.12 6 
Forecaster 3 8.2 9 1.24 12 
Forecaster 4 7.1 5 1.08 3 
Forecaster 5 7.3 6 1.16 10 
Forecaster 6 7.0 4 1.12 5 
Forecasting group 1 9.5 12 1.22 11 
Forecasting group 2 10.0 13 1.31 13 
Forecasting group 3 8.2 10 1.13 8 
Forecasting group 4 8.9 11 1.13 7 
Forecasting group 5 11.1 14 1.48 14 
Forecasting group 6 7.5 7 1.15 9 
The Treasury 6.3 2 0.99 1 
Consensus 6.6 3 1.08 2 
Number of forecasters: 14  Average: 1.17  
 
 
Table 5 – Forecast performance across all forecast horizons, 2000 to 2008, for CPI 

inflation 
 
 Rank by average relative ranking Rank by RMSE 

 Avg relative rank Rank RMSE Rank 

Forecaster 1 5.6 7 0.57 9 
Forecaster 2 5.8 8 0.52 7 
Forecaster 3 5.3 6 0.45 3 
Forecaster 4 5.0 4 0.51 6 
Forecaster 5 6.1 9 0.55 8 
Forecaster 6 4.7 3 0.58 10 
Forecasting group 1 7.3 12 0.61 12 
Forecasting group 2 6.9 11 0.58 11 
Forecasting group 3 6.3 10 0.48 5 
Forecasting group 4 .. .. .. .. 
Forecasting group 5 .. .. .. .. 
Forecasting group 6 3.9 1 0.48 4 
The Treasury 4.3 2 0.42 1 
Consensus 5.0 4 0.42 2 
Number of forecasters: 12  Average: 0.51  
 
The average relative rank is calculated by ranking the forecasters according to 
absolute forecast error for each forecast horizon/time period combination  
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(e.g. one-year-ahead forecast of 2008’s actual result) and then averaging those 
rankings across all such combinations.  A lower average relative rank indicates a better 
forecast performance. 
 
Table 4 suggests that the Treasury was the best or second-best forecaster of GDP 
growth over this period.  However, as some other forecasts may be prepared earlier 
than the Treasury’s forecasts11, this may make the comparisons more favourable to the 
Treasury. Therefore, all we can take from Table 4 is that on average, at the time they 
were compiled, the Treasury’s forecasts were amongst the best available to Ministers.  
A similar conclusion can be reached from Table 5 for forecasts of CPI inflation. 
 
The Treasury recognises that, for Ministerial decision-making, absolute performance is 
likely to matter more than relative performance.  Ministers need accurate information to 
be able to make good decisions on fiscal management.  Therefore, the Treasury will 
continue to work on refining its forecasting processes to improve the accuracy of its 
forecasts. 
 
A number of important qualifications are needed in interpreting these results: 

• The most recent results measure the performance of the Treasury and one other 
forecaster (the Reserve Bank) on the basis of their average annual percentage 
change (aapc) forecasts, the same basis as for all other forecasters compared.  
The earlier 2006 figures compared the Treasury and the Reserve Bank on the 
basis of annual percentage change, which is more volatile, while aapc was used 
for other forecasters.  We consider the method used here provides an improved 
basis for comparison. 

• Overall results can be influenced by one or two outlying results, which have a 
disproportionate influence on results for the whole period.  This occurred in 1998 
for the Treasury, with the result that large errors caused by not recognising both 
the onset and end of the 1998 recession affected all comparisons over that 
period.  Comparisons over different periods may be more or less favourable for 
particular forecasters.  Also, past forecast performance is not necessarily a guide 
to future forecast performance. 

• Different forecasts may have slightly different purposes.  Some may focus on 
overall economic performance, some on factors affecting financial markets in the 
short term or, in the case of the Treasury, economic performance and information 
needed for Government decision making.  Accuracy needs to be assessed in 
relation to the particular purposes for which forecasts are prepared. 

 

                                                 
11  For instance, OECD forecasts are produced six-monthly on a slightly later cycle than the Treasury’s 

forecasts, so the OECD forecasts used in these comparisons may have been five months old in 
some cases. 



Treasury:1276313v2  13 

Analysis of the Tax Forecasts 

The sample period for the analysis of tax revenue forecasts starts with the forecast 
prepared for the 1994 Budget.  The year in which Treasury first started publishing 
results on an accrual basis was 1994.  For tax receipts, the sample period begins with 
the 1990 Budget. For both revenue and receipts, the latest outturn against which 
forecasts were compared was for the year ending June 2008.  Results are presented in 
percentage terms (percentage of average outturn) to provide an indication of the 
relative size (rather than the absolute size) of the average forecast error. 
 
In general, we found that: 
 
• RMSEs for tax forecasts were slightly smaller than those of the last forecast 

performance report, indicating that the accuracy of the tax forecasts may have 
improved over the last few years. 

 
• Testing of the mean errors indicated that the tax forecasts were neither 

persistently too low nor too high, a similar finding to that in the last report.  The 
one exception to this was the current-year HYEFU forecasts of tax receipts, 
which were persistently too low over the 1990 to 2007 period. 

 
• Although, in general, the tax forecasts were neither persistently too low nor too 

high, there was evidence of serial correlation in the forecast errors, i.e. a link 
between successive positive forecast errors (forecasts too low) from one forecast 
to the next.  Serial correlation was not tested for in the last report owing to 
insufficient data. 

 
Tax revenue forecasts 

Tax revenue is a measure of the tax that is due for a particular period, regardless of 
whether or not the tax has actually been paid. Tax revenue ($61 billion in 2007/8) is an 
important component of the Crown’s operating balance, accounting for the majority of 
the Crown’s total revenue.  Forecasts of tax revenue are closely linked to the economic 
forecasts discussed above, e.g. forecasts of salaries and wages are used in the 
forecasts of PAYE, and the forecasts were adjusted, where appropriate, for changes in 
tax law that were made after the forecasts were compiled. 
 
There are several different measures of tax revenue, depending on which entities are 
included or excluded in the calculation.  In this analysis, we used total unconsolidated 
tax revenue, as this is the measure that is forecast by the Treasury’s tax forecasters. 
Other components of tax revenue that are used in the calculation of core Crown and 
total Crown tax, e.g. GST paid by the Crown, income tax paid by SOEs, have been 
excluded as they are not forecast by the Treasury.  Total unconsolidated tax revenue is 
also the measure that the OECD uses in its monitoring of government revenues. 
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Table 6 – Performance measures of Treasury’s tax revenue forecasts, 1994 to 2008 
 

Average Root mean
forecast Mean error square error
horizon (ME) (RMSE)

3-year-ahead HYEFUs 44 months 3.2% 7.1%

3-year-ahead Budgets 38 months 2.8% 6.5%

2-year-ahead HYEFUs 32 months 2.5% 5.8%

2-year-ahead Budgets 26 months 2.3% 5.2%

1-year-ahead HYEFUs 20 months 1.7% 4.1%

1-year-ahead Budgets 14 months 1.5% 3.1%

Current-year HYEFUs 8 months 0.7% 1.6%

Current-year Budgets 2 months 0.0% 0.9%  
 
None of the mean errors were found to be significantly different from zero at the five 
percent significance level, so we cannot conclude that tax forecasts at any forecast 
horizon were persistently too high or too low over the 1994 to 2008 period. 
 
Some of the mean errors were close to being sufficiently far away from zero to be able 
to conclude that the forecasts are biased.  Figure 2 shows the mean errors over the 
various forecast horizons and also the band around zero outside of which the mean 
error needs to be to be able to conclude that the forecasts were biased. 
 
Figure 2 – Mean errors and significance band for tax revenue forecasts, 1994 to 2008 
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Note that the 14-month-ahead and 8-month-ahead mean forecast errors are very close 
to the top of the confidence interval.  The 14-month-ahead forecast is particularly 
important as this is the one-year-ahead Budget Update forecast, which, over the period 
under analysis, had a strong influence on Ministers’ short-term decision-making.  The 
actual forecast errors that produced this mean error are shown in Figure 3. 
 
Figure 3 – One-year-ahead Budget Update tax revenue forecast errors 
 

‐6

‐4

‐2

0

2

4

6

1994 1995 1996 1997 1998 1999 2000 2001 2002 2003 2004 2005 2006 2007

Pe
rc
en

ta
ge

 fo
re
ca
st
 e
rr
or

Year of Budget Update
 

 
Figure 3 shows that most of the errors for the one-year-ahead Budget Update forecasts 
were positive during the period under examination, i.e. the forecasts were too low.  It 
was only the very negative 1998 Budget Update forecast error that stopped this 
forecast grouping from being statistically biased. 
 
The pattern of errors in figure 3 suggests that the forecast errors may have been 
serially-correlated.  Particularly, note the run of nine positive errors (actuals higher than 
forecasts) from the 1999 Budget to the 2007 Budget.  Applying a Durbin-Watson test 
shows that these forecast errors were serially correlated.  The Durbin-Watson test also 
showed that errors for each of the forecast groupings with average horizons of 
26 months or more were serially correlated. 
 
Tax receipts forecasts 

Tax receipts is a measure of the tax that has actually been paid to the tax-collecting 
authority (mostly Inland Revenue, but also New Zealand Customs Service and some 
other government departments).  Tax receipts is a cash measure and therefore affects 
the Crown’s net cash position and, therefore, also affects the level of the Crown’s debt.  
As with tax revenue, components of the economic forecasts are used in the forecasting 
of tax receipts.  We used the total unconsolidated measure of tax receipts in this 
analysis and the forecasts were adjusted for changes in tax law that occurred after the 
forecasts were compiled. 
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Table 7 – Performance measures of Treasury’s tax receipts forecasts, 1990 to 2008 
 

Average Root mean
forecast Mean error square error
horizon (ME) (RMSE)

3-year-ahead HYEFUs 44 months 3.3% 7.1%

3-year-ahead Budgets 38 months 2.9% 6.6%

2-year-ahead HYEFUs 32 months 2.5% 5.6%

2-year-ahead Budgets 26 months 1.9% 6.4%

1-year-ahead HYEFUs 20 months 1.8% 3.8%

1-year-ahead Budgets 14 months 0.9% 3.5%

Current-year HYEFUs 8 months 0.9%* 1.6%

Current-year Budgets 2 months 0.2% 0.6%  
 
The mean errors were significantly different from zero for the current-year HYEFU 
forecasts, indicating that these forecasts tended to be too low on average.  We found 
evidence of serial correlation of errors in forecasts with average horizons of 14 months 
or longer. 
 
Tax forecasts comparison with other countries 

We have obtained data on official forecast and actual tax receipts in three other 
countries: Australia, Canada and the United Kingdom. Figure 4 shows actual less one-
year-ahead Budget forecast tax receipts, expressed as a percentage of the actual 
result, for those three countries along with New Zealand for the 12-year period ending 
in 2005/06.  The mean errors and RMSEs are shown to the right. 
 
Since Figure 4 shows actuals less forecast, a result greater than zero, i.e. above the  
x-axis, indicates that the forecast was too low and a result less than zero indicates that 
the forecast was too high. In this comparative analysis, New Zealand’s unadjusted12 
tax forecasts were used so that they were on a consistent basis with the other 
countries’ forecasts. 
 

                                                 
12  i.e. unadjusted for changes in tax law that occurred after the forecasts were made. 
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Figure 4 – Four-country comparison of one-year-ahead tax receipts forecast errors 
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New Zealand’s RMSE for total tax receipts forecasts over this period was similar to 
Australia’s and the United Kingdom’s. Canada’s RMSE was much higher than that of 
the other three countries, mainly owing to some very large errors in 1995-96 and  
1997-98. 
 
The pattern of errors for Canada, Australia and New Zealand is similar. Canada had a 
10-year run of under-forecasting from 1996-97 to 2005-06.  Australia had just one year 
of over-forecasting in that same period, and even the 2001-02 over-forecast of just 
0.4% was small compared to the errors in the other years.  New Zealand under-
forecast total tax receipts for seven consecutive years from 1999-2000 through to 
2005-06.  Collectively, of the 21 separate total tax forecasts made by these three 
countries over those seven years, there was just one forecast that was too high, and 
even that was marginal. 
 
By contrast, the United Kingdom had a period of under-forecasting beginning with 
1997-98, followed by a period of over-forecasting starting in 2001-02.  The over-
forecasting period was largely caused by the effect that tax system changes and a 
sharp downturn in finance sector taxable profits had on personal and corporate income 
taxes, factors that did not affect the tax take in the other three countries at that time. 
 
In summary: 
 
• the performance of the New Zealand Treasury’s tax receipts forecasts over the 

past 12 years was similar to that of official forecasts in Australia and the  
United Kingdom and better than that of Canada; and 
 

• the New Zealand Treasury was not alone in under-forecasting tax receipts within 
the last decade during a period of sustained global economic growth. 
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Annex: Details of the Measures Used 

Summary measures of forecast performance and their interpretation 

The forecasts are analysed using two measures commonly used in the forecast 
performance literature.  Forecast “error” is defined as the actual outturn for a particular 
period less the forecast.  The two measures can be summarised as follows: 
 
Mean Error (ME) 
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where: n = number of observations 

Ft = forecast for period t 
At = actual outturn for period t 

 
A positive/negative ME indicates that the forecasts may be, on average, too low/high.  
The ME is tested to determine if it is large enough to be able to say with any certainty 
that the forecasts are, on average, too low or too high. See the section on forecast bias 
below. 
 
Root Mean Square Error (RMSE) 
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The RMSE is computed by taking the square root of the average squared errors.  It 
penalises large forecast errors relative to smaller errors.  It is a measure of the 
variability of the forecast errors, i.e. ignoring whether each particular forecast is too 
high or too low, on average how far away from the actual results are the forecasts? 
 
Forecast bias 

We also conducted the following t-test to assess whether the forecast errors have a 
mean of zero: 

n
s

MEt
2

=  

 
where: s2 = sample variance 
 
For an ideal forecasting model, the expected mean error would be zero.  Having errors 
that are close to zero, on average, suggests that the forecasts are not biased in the 
sense that they are not “one-sided”.  Given a sample of forecast errors, we want to 
determine whether the sample is consistent with coming from a "population" of errors 
with zero mean.  To test for this, we need to know what the probability distribution of 
sample means from a population with a true mean of zero would look like (for a given 
sample size).  By the central limit theorem, we can say that if our sample is large 
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enough13, the mean of samples from a population with zero mean would be ~N(0,s2/n), 
i.e. normally distributed with a mean of zero and a variance of s2/n.  We then look at 
where our sample mean falls in this probability distribution and see how likely it is that 
our sample came from this population.  If the probability that our sample came from this 
distribution is less than a significance level that we choose, we reject that the true 
mean is zero.  If this is the case, we conclude that the model is likely to be biased, that 
is, it tends to under/over-forecast.  If the probability is greater than this significance 
level, we do not think that we have enough evidence to reject that the model is 
unbiased. 
 
We have chosen to use a small significance level of 0.05.  This is the probability of 
rejecting that the true mean is zero when it actually is.  There is a trade-off between 
this and failing to reject that the true mean error is zero when it isn't.  We have chosen 
to use a low significance level because it is costly to change forecasting techniques 
and because we have quite a small sample size.  We would want to be reasonably 
sure that a model is biased before adjusting it. 
 
 

                                                 
13  The central limit theorem states that the minimum sample size needed to assume normality is 30. 


